CHAPTER 4 ST 762, M. DAVIDIAN

4 Generalized (non) linear models

4.1 Introduction

We have seen that a natural way to motivate regression modelor data that do not obey the \classical"
regression assumptions, whether the postulated relatiortgp is linear or nonlinear, is to consider an

appropriate distributional model for the Y;jx;.

2 For count data, the Poisson distribution is a natural model, as discussed in Example 1.6. The
gamma or lognormal distributions are popular models for daf exhibiting constant coexcient of

variation.

2 |t turns out that many \standard" distributional models fal |into a general class, where members of
the class share important, general properties. As a resultiegression models based on distributions
in this class may be considered within a common framework. Tls class in fact includes the normal
distribution with constant variance, so that the \classical" regression model is a special case of

this framework.

2 Thus, a perspective on this class is that it \generalizes" the \classical" set-up to include other
distributions besides the normal with constant variance, whose properties dictate particular mean-
variance relationships. This is the basis for the termgeneralized linear modelused to describe

this class of models.

Generalizedlinear models are in fact nonlinear in regression parameters; hower, they allow dependence
on the parameters to take place in a certain \linear" fashion This feature turns out to be of little
practical importance, as we will see. Thus, we will considea class of models slightly more general than
what most people consider as the generalized linear modelads, allowing the models to be \nonlinear"

in a sense we will make clear.

We will introduce generalized (non)linear models from the dstributional perspective. This will indicate

that the models are special cases of our general model
E(Yiix)) = f(x;;7) var(Yijxj) = g (T uix)): (4.1)

Moreover, we will nd that the associated inferential methods derived from the distributional perspective

are very closely related to the GLS approach.
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The treatment of generalized (non)linear models given herés by no means comprehensive. The seminal

reference on the topic by McCullagh and Nelder (1989) is the bst resource for full coverage of this area.

4.2 The scaled exponential family

We begin by de ning the relevant distributional class.

DEFINITION 4.1 Scaled exponential family density.A random variable Y is said to have distribution

belonging to the scaled exponential familyclass if it has density (or probability mass function)
% »i b(») Y
f(y;»#A=exp y'gT +c(y;9 (4.2)

where » and ¥%are parameters characterizing the density, andx») and c(y; %) are real-valued functions.

2 3% is the \scale" (or \dispersion") factor. If %% is known (often, ¥# = 1), then (4.2) is exactly the

density of a one-parameter exponential family with canonica parameter ».

2 |n some cases¥# is an unknown parameter. The resulting density may or may notbe that of a

two-parameter exponential family.
2 1t is straightforward to show that
E(Y) = b»())) = d=d» m»); Var(Y) = ‘?/42b»»(») = ?/‘%dzzd); b(»):

To see this, note that, for xed ¥# and under regularity conditions that allow the interchange of
di®erentiation and integration, Ef @=@legf (Y ; »;3g=0: Now

_ ey Vi BO).
@_@egf (yu », 3/) - Tl
thus it immediately follows that E(Y) = b,(»). Similarly, by standard calculations we have that
E[f @=@logf (Y ; »; 3)g%] = | Ef @=@%logf (Y ; »;3)g, so that

1 3
Yoy

E %

= b,.(»)=%;
and thus var(Y)=% = b,(»)=%:

2 |f we write E(Y)= 1, thent = b,(»). If b, is a one-to-one function, we may write» = b 1(*), so
that » may be regarded as a function of . We may thus represent variance as a function ot ;
namely,

var(Y) = ¥2b,.(») = ¥2b,.f (b, 1(*)g = ¥%g?(*); say.
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The main point is that the functional form of the family (4.2) implies a very speci ¢ relationship between
mean and variance. The variance ofY must depend on! through a speci ¢ function g?. This in turn
depends onb; thus, for a particular b, which corresponds to a particular member of the class of desities

(4.2), ¢’ is a speci ¢, known function of* .

MEMBERS OF THE SCALED EXPONENTIAL FAMILY CLASS: It is straightforward to show that

a number of common distributions are members of this class,sashown in Table 4.1.

Table 4.1: Some members of the scaled exponential family class.

Distribution by, (») »(*) g?(*)
Normal, constant variance »2=2 1 1
Poisson expé) log? 1
Gamma i log(j ») logt 12
Inverse Gaussian i (i 2912 1=12 13
Binomial log(1+ €”) logfi=(1j t)g (1 1)
We are now in a position to de ne the regression model for datgairs (Yj;Xj), j =1;:::;n, known as

a generalized (non)linear model

DEFINITION 4.2 Generalized (non)linear model. Suppose that the distribution of Yjjx; has density
with the form given by (4.2) with suitable functions b(9 and c(¢; ¢, and with b,(») = f (x;; ) for some
function f and (p£ 1) parameter . Then the regression model forY;jx; is said to follow a generalized

(non)linear model.

It should be clear that this de nition implies a mean-variance relationship of the form
EQYiix)) = f(xj57); var(Yjjx;) = ¥g*ff (xj;7)g (4.3)

where g2 is the speci ¢ function of the mean (and the meanonly) dictated by the particular density
(function b). Note that the variance speci cation in (4.3) is a special @se of our more general spec-
i cation (4.1). Here, the conditional variance depends onx; and  only through the mean function
f (xj;7); moreover, the function g2 is known entirely up to the mean, so that there are no additioral

parametersu (the caseu known).
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4.3 Generalized linear models

A generalized linear modeloften abbreviated as GLIM) is a special case of the model in B nition 4.2

having mean-variance relationship as in (4.3).

In particular, in a generalized linear model, the x; are (p£ 1), and x; and ~ enter the model only
through the linear function ij_: In our framework, we might represent this by writing f (x;; ) as a

function of a single argument i.e. asf (ij_).

WHY? After our introduction to nonlinear models, it is natural to ask why it is necessary to impose

this restriction. However, there are legitimate reasons fothe focus on models of the formf (ij_).

2 In some familiar models for speci c situations, the form of he \standard" model for the mean has
this form. Recall the binary data situation in Example 1.5 (t he Six Cities wheezing study). The
distribution of a binary random variable is the Bernoulli, w hich is the simplest case of a binomial
distribution. Thus, taking the distribution of Yjjx; to be Bernoulli with some appropriate mean

function f (ij_) would yield a generalized linear model.

A common approach to modeling binary data is to obtain the mean model by focusing on thelog
odds, representing it as a linear function of covariates and paraeters. That is, as in Example 1.5,

letting ¥4 = E(Yjjxj) = P(Y; =1jx;), writing the model as
A !

L4 o

|
9 1y T

This corresponds to a model forE (Yjjx;) given by

. exp(x{ ) .

E(Yijxi)= ¥%4= —— L = = f(x{ ); 4.4
00 = % = 1 gxry = ) (4.4)
which is the so-calledlogistic regressionmodel. Of course, as we have discussed, this is still a

nonlinear model in .

2 Alternatively, another popular model for the mean for binary data comes about by modeling a
function di®erent from the log odds as linear in . In particular, the probit model is obtained by
assuming that

o (%) = XjT_;
where ©(} is the standard normal cumulative distribution function ( and hence is a function with

values between 0 and 1.) This model implies that

E(Yjix))= % =0©(x{ )= f(x/):
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As it turns out, this function f and the logistic model (4.4) are almost indistinguishable fom one

another, except for extreme (close to 0 and 1) values df;.

2 |n some particular settings, however, this restriction seens, well, restrictive! An example is in
toxicological dose-response modeling, where the responsehinary (toxic or not, Y; =1 or 0) and
Xj is dose. It has been found that modi cation of the logistic regression or probit model to allow
a more °exible dependence on dose may provide a better 't to tk data in some circumstances.
For example, one modi cation is to change the usual logisticregression model from

exp(To+ 1%, ?)
1+exp( o+ 1%7%)

exp( o+ 1Xj)
1+exp( ot 1Xj)

EC(Yix;) = to  E(Yjix)= =f(x;5 )

the addition of the \shape parameter" , allows more latitude for the form of the relationship
between probability of toxicity and dose, better represening that apparent in the data. Of course,

this model now cannot be written in the form f (ij_); so is \completely" nonlinear in .
The usual generalized linear model involves a further resiction:
2 The mean function f (ij_) is required to be monotone in its argument, with inversef i (4.

TERMINOLOGY: In addition, there is some commonly-used terminology:

2 7. = T
i =X

J "~ is called thelinear predictor.

2 The inverse function f i (¢ is called the link function, as it \links" the linear predictor to the
mean. That is, writing *; = E(Y;jx;) = f(x{7) = f('j), we have’; = f 1 1(1;).
For example, for the logistic regression model,

exp(’)
1+exp(’)

po, 9
11

f()= 0 fit()=log

2 |If the link function has the special property that fi 1(1) = », where » is as in (4.2), so that» is
the natural or canonical parameter of the exponential family, then the link function is called the

natural or canonical link.

For example, from Table 4.1, for the binomial, » = logfi=(1 !)g, so that the model ! =
exp(")=f 1 +exp(”)g uses the canonical link. Thus, the usual logistic regressiomodel makes use

of the canonical link. In contrast, note that the probit link is not the canonical link.

In the case of the Poisson, the canonical link is>=log . Poisson data are often represented by
a loglinear model, as discussed in Example 1.6. Again, thisgpular model represents use of the

canonical link.
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2 Note from Table 4.1 that the normal distribution with consta nt variance is a member of the scaled
exponential family class, with » = 1. Thus, the canonical link is the identity function fi ()= 1.
These facts together show that the \classical" linear regression model is in fact a special case of

a generalized linear model with canonical link!

2 Nonetheless despite the use of the canonical link for some popular mods] there is no special
signi cance to the canonical link with regard to data analysis. There is nothing that says the
model corresponding to the canonical link need provide the best" representation. There may be
other models that provide a better t. Choosing the mean mode by adopting the canonical link
by default amounts to choosing a regression model by defaulithout checking its appropriateness

for the situation at hand.
2 With the canonical link, the "tting algorithm we will discus s in Section 4.4 simpli es somewhat,
but it is not a major advantage.
BOTTOM LINE: The restriction to models of the form f (ij_) is
2 Understandable, because it puts many \standard" models, soh as the \classical" linear regression
model, logistic regression, and loglinear models under a aimon \umbrella."
2 Limiting, because it excludes more general nonlinear modslthat may t the data better.
2 Unnecessary for the theory and for practical implementation.
Consequently, we will not impose this restriction, and we wil write f (x;; ). We will note explicitly
the simpli cations that occur with the linear restriction s hortly.

NOTATIONAL NOTE: The notation we have used here di®ers from that used in McCuligh and Nelder
(1989). Table 4.2 gives the correspondence.

Table 4.2: Correspondence to notation in McCullagh and Nelder (1989).

Us McC &N
» u

fil g

9 %

PAGE 87



CHAPTER 4 ST 762, M. DAVIDIAN

NOTATIONAL NOTE: The generalized (non)linear model actually allows the varance function to be
slightly more general than the way we have represented it her. In particular, the variance function

may also depend on xed, known constants, although its form emains the same.

This is best shown by example. For binomial data,Y; is the number of \successes" observed in some

xed number rj of trials with success probability ¥. This is a scaled exponential family with
ECYixj)=1 =%, var(Yjjxj)=r%@i %)= (i *j)=r; (4.5)

where this notation indicates that we are either (i) treating r; as xed constants or (ii) we are incorpo-

rating rj into x;. (Recall the discussion on page 41.)

2 In case (i), writing fj(xj; ) would emphasize the dependence onthrough r;. Similarly, although
the basic form of variance functiong as a function of the mean is the same for al|, it would be

more appropriate to write g;ff;(x;; )g to highlight this.

2 In case (i), from (4.5), neither variance nor mean depends o X; in a linear fashion, even if
dependence on is only through ij_. Writing f(xj; ) in this case incorporatesrj. For the
variance, it is no longer reasonable to writeg as a function ofx; only through f ; it would be more
appropriate to write gff (Xj; );X;jg to highlight that variance depends on  through the mean
as dictated by the scaled exponential family relationship lut may also depend on elements ok

other than through the mean in a known way (no additional parameters).

It is conventional in the literature to adopt the \case (i)' p erspective and notation. For the sake of

consistency with our previous notation, we will suppress tlis issue in the sequel and just write
E(Yixj) = f(x;;7);  var(Yjx;) = g% f (xj;7)g:
The arguments we will develop go through just the same undertie more complicated conditions.

What is important is that the form of the relationship betwee n mean and variance be that of the scaled

exponential family, as we now show.

4.4 Inference via maximum likelihood

LOGLIKELIHOOD: By the form of the scaled exponential family density, suppresing dependence on
the covariates andj momentarily, we have that the likelihood contribution of a single observation' Y

has the form

Y% y) = fy»i b(»)g=% + cy; - (4.6)
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To di®erentiate (4.6) with respect to , we use the chain rule:

@>_ "yi b @»

- .3/ - - S 3/ =
Now, again by the chain rule,
@»_ d» @*
@ ¢a@
and, recalling that * = b,(») and var(Y) = ¥£b,,(») = ¥%g%(*),
da _ db,(» _ .
5 - d» - g ( )
Thus,
d» )
ar =g (%),
so that, now writing * = f (x; ) for covariate x, substituting in (4.7), we end up with
L - fyi f(x; )g . _ _
@=@ (1% y)= LU g2t o7 )gt-(;7);
as@=@ = f-(x; ).
RESULT: For a sample of sizen, (Yj;xj), ] = 1;:::;n, under the independence assumption, the
maximum likelihood estimator for ~ (treating ¥4 as xed) solves
X oo xe
@=@( ;% Yj)= 50:%Y;)=0;
i=1 j=1
say, which from above is given by
x o _ _ _
gt (x5 )afYii f(xj; )of-(xj; )= 0; (4.8)

j=1
disregarding the multiplicative constant ¥#. Thus note that ¥ does not play a role in maximum

likelihood estimation of ™.

IMPLICATION: For generalized (non)linear models, based on assumption dhe scaled exponential
family as a distributional model, we are led to solving an esimating equation that is linear in the data

and that in fact is exactly of the \GLS" form.

2 The estimator for ~ that one would obtain by maximum likelihood, solving (4.8), will be identical

to what we have called the GLS estimator withC = 1 .

2 Thus, either the three-step GLS algorithm or IRWLS may be usedto implement this estimation.
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NEWTON-RAPHSON AND FISHER SCORING: Given the form of the estimating equation in (4.8),
it should not be surprising that one can arrive at the use of these computational algorithms, in par-
ticular, IRWLS, by considering the generic approach to implementing maximum likelihood estimation.
We now consider this, thus motivating IRWLS from a perspective di®erent from the \Gauss-Newton"

approximation perspective of Chapter 3.

Two standard techniques for implementing maximum likelihood estimation in general problems are the
Newton-Raphson (NR) procedure and the method of Fisher scong(FS) . These are entirely general
methods that may be used in general problems. Here, we desbe them rst in general, and then restrict
attention to their forms in the speci ¢ problem of generalized (non)linear models. We will see that FS
in this context turns out to lead exactly to the IRWLS method. In certain special cases of generalized

(non)linear models, NR and FS are equivalent to each other ad to IRWLS.

Consider a generic problem where the loglikelihood for pammeter  based onn independent observations
is
SCHEY);
j=1
we also include a parametef; regarded as xed, to make the connection to the generalizednpn)linear
model problem momentarily. Using our previous notation, the maximum likelihood estimator is the

solution to

5 (5% Y) = 0:
i=1

By a Taylor series approximation for — ° \close to" —, retaining only the linear terms, we have

8 9
X1 N —Q < X1 N —Q = — —a
0% 50 5% Y+, 505y Ci )
j=1 Ci=l '
Rearranging yields 8 9
il
— —n < )@ N —n = )@ N —n
YVao "0 -5 5% Y)). 50 5% Y);
Tj=1 ' j=1

suggesting an iterative scheme for computing the estimatogiven some starting value g,

In particular, at the ( a+ 1)th iteration, obtain 5.1y from the current iterate ) as
® 0
@n = @i. 3 C@%Y)
Tj=1 ' j=1

1 C @i %)

This updating scheme is known as theNewton-Raphson technique and may in fact be applied to

maximize (minimize) any objective function, not just likel ihoods.
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The form of the (p£ p) second partial derivative matrix "—; is sometimes quite complicated; thus, it is
sometimes replaced by its expectation to yield the method ofisher scoring The FS method uses the

update > 8

_ <X xo o
(a+l) = (a) | 4E: 5 C@¥%Y). > 70 @ % Yj):
i=1 C =

Il ©

31

(We suppress possible conditioning on covariates here forage of presentation.)

We now focus on the generalized (non)linear model problem. & have calculated the form of 5 in

terms of  and 3.as
S Y = 1Y 0 (g T)alg A (xg; ) of (x5 ) 1=% (4.9)

Di®erentiating with respect to ~ by applying the product rule to the two terms in braces and brackets,

we obtain

=¥ Yy) =0 (g F(xg; T)g A (xp T )g=%
+fYj i f(xj;7)g@=@[g *f (xj; 7 )of~(x;;7)]=%: (4.10)

Note that the rst term in (4.10) does not involve the response and that, although complicated, the

second term has expectation zero.

Thus, the FS method has iterative update
2 3.1

_ T I _
(atl) = (a) * f=(xj; )~ (x5: )9 “ff(xj;7)g fY; i F(xj; )ag “Ff(xj; )of-(xj; )
j=1 j=1

note that the negative signs and the (E%%) terms cancel.

0
X()‘%

X (a)) @nd so on, we may rewrite this as

De ning as before 1 0 1

FolE

fT(xn, f(Xn;")

fI (Xl,

_ — T ily T .
@1 = (@t I XgW@X @9 X gW @Y i fg)

— T il T .
= X QW @X @9 X W @Z@;

whereZ 3y = X (a) @+ Y i f (- Thisis identical to (3.13), the iterative update for IRWLS .
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RESULT: Implementation of maximum likelihood estimation for generalized (non)linear models by the

method of FS is exactly the IRWLS technique.

Of course, the NR procedure would also result in a similar iteative update. However, the sum of
the entire second partial derivative matrices "— would be involved, making the update increment

considerably more complicated.

SPECIAL CASE: In the particular case of a generalizedinear model, so that we havef (ij_); the FS

update may be simpli ed.
It is straightforward by the chain rule to see that
f=(x{7) = £ 7)x;;

where f {9 denotes the st derivative of f with respect to its single argument. Then

0 1
x1
X()=Q()Xa Xa= % : g:
Xn
and Q(7) = diagff{x{7);:::;fqx] 7)g: Applying this to the updating formula, we get, in obvious

notation,

IX W @X @9= X sfQ@W Q@ 9X =
X@W@fX@ @*Yif@d=XafQaW @QwmdfXo @+ Qay(Yi f(a)g
De ne W gq) = Q)W (2)Q(a): W o(a) is thus the diagonal matrix with j th diagonal element
1A )a’g 2 (x] g
Dene Zoay = Xa (g + Qés(Y i f(a): Then the update becomes
_(a+1) =(X ;W a(a) X o)l IX g W a(a)Z n(a)-

The alleged advantage in this case is that the \design" matrk X . stays xed across iterations; only the

diagonal matrix W 45y and the \working vector" Z ., need be updated.

This is in fact exactly the algorithm described in Section 25 of McCullagh and Nelder (1989), with the
correspondences given in Table 4.3. They do not present thelgorithm in matrix notation; rather, they
describe the \weighted regression” above in words. But it isstraightforward to see that they are the

same.
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Note that the correspondence betweerf ° and their 1=¢® in Table 4.3 follows from the monotonicity of
f assumed in generalized linear models. The computer packageLIM implements the algorithm as

presented here in this special case.

Table 4.3: Correspondence to notation in McCullagh and Nelder (1989).

Us McC & N
X a X
Xa " =9g(*)

0= @=@ (1= = @ =@*

EVEN SPECIALER CASE: Suppose that not only is the model a generalizedinear model, so that the
mean isf (x] 7) and f-(x[ ") = £ {x[ 7)x;, but furthermore the link function fi ! is the canonicallink,

sothat f satisesfil(*)= »andf(») = 1.

Recall from (4.10) in the derivation of the FS/IRWLS techniq ue that the term
fY; i f(x;;7)g@=@[g" *f (x;; 7 )af-(xj; ) ]=%

arose in the calculation of the second partial derivative ofthe j th loglikelihood contribution. This term
has expectation zero, so plays no role in this method. It dogshowever, come into play in the NR

method, as no expectation is taken.

However, in the special case of linearity and canonical linkwe have
gt 2 f (T )af—(x] 7) = gt A () ef AT )X
» = X[, and f ()= b,(»); g?() = b,,(») (writing g directly as a function of ), so that f {») =
b,.(») = g?(»): Thus,
g 2ff (x| )af Ax[ )X = xj;

so that

@=@[g *ff (x;; )gf-(xj;7)]= 0
(the derivative of the constant x;). So in this case, the second term in (4.10) is in fact equal t@ero on

its own.

RESULT: In the very special case wherd is of the form f (ij_) and filis the canonical link the
methods of Fisher scoring and Newton Raphson for nding the naximum likelihood estimator of

coincide and are identical to the technique of IRWLS.

For example, this is the case for the usual logistic regressh model for binary data.

PAGE 93



CHAPTER 4 ST 762, M. DAVIDIAN

4.5 Estimation of 3% and overdispersion

In the above development, the parameter¥# did not enter into the calculations. In fact, for some
particular cases of the scaled exponential family, such ashe Poisson and binomial distributions, 3%
is known (and equal to 1 in these cases). In other cases, sucts dhe gamma distribution, %# is an
unknown scale parameter. Here, it is of interest to estimate¥#. As the estimator for — may be obtained

separately, as before¥# may be estimated after a nal estimate of  is obtained.

In the context of generalized (non)linear models and the sdad exponential family, there are a number
of ways to estimate the \scale parameter"%# in this case. McCullagh and Nelder (1989) and common
usage prefer the estimator we have already discussed,
R=(nipit g 2B (¢ ey i f (x5 7)g% (4.11)
j=1

see Section 8.3 of McCullagh and Nelder (1989).

OVERDISPERSION: For responses such as counts, the Poisson distribution is aatural model; similarly,
the binomial is natural for data in the form of proportions. H owever, in some circumstances, the mean-
variance relationship imposed by the distribution may be insuxcient to represent the true magnitude
of variation in the data. Overdispersionrefers to the phenomenon in which the variance of the respors
exceeds the nominal variance dictated by the model. Over-djgersion is quite common in practice. Recall
the discussion of other sources of variation in Example 1.4the fact that the usual Poisson speci cation

for variance is not appropriate is the result of a form of ovedispersion.

More directly in the context of generalized (non)linear mocels, overdispersion is often the result of
clustering. For example, consider an experiment in which rats are randmly placed in cages,r rats per

cage, and in thej th cage the rats are given a dose; of a toxic agent. The responseY; is the number

ile;Yj = Zj1+ ¢¢€ Zj, . If each rat has the same probability %3 of showing the toxic reaction, then we

would expectY;jx; to be binomial with parameters r and %.

However, suppose that rats di®er somewhat, as would be exped of any biological entity. Then it is
reasonable to suppose that each rat has its own probability bexhibiting the toxic response to Xj, pik ,
say. These probabilities may be similar, but not the same; wecould represent this by supposing that
the p may be thought of as being drawn from a population with meanE (pjk jx;) = % and variance

var(pjk jxj) = (;21/11(1i Y4), say, so representing the random drawing of rats from the vaable population.
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Then it may be shown that Yjjx; has distribution with
EQYjxi) = r¥;  var(Yjjxj) = ¥ @i Y); (4.12)

where %% is a function of ¢2 and r. The mean-variance speci cation (4.12) resembles that of theusual
binomial distribution with parameters r and %} except for the scale factor¥%% modifying the usual
variance. Because there is additional variation (among ras) because all rats do not have exactly the
same probability of response, we might expec## > 1, which would make the variance larger than the

usual binomial variance.

This example illustrates a potential mechanism that could lead to the phenomenon of overdispersion;
other mechanisms and models for them are of course possibl this case, we would not want to assume
a binomial model for the responsey; at each dose directly. However, we might still wish to assumea
mean-variance relationship like (4.12), perhaps using a lagtic model or modi cation thereof for the
probability of toxic response. Of course, this would technc¢ally take us out of the realm of generalized
(non)linear models. However, as we will discuss momentasil and throughout later chapters, we may
still have rationale for using solving the estimating equaion (4.8) nonetheless. In this case, we could

estimate ¥£ by 3% in (4.11).

4.6 Quasilikelihood

As we have seen, the idea of \GLS" iterated to convergence (., solving an equation of the form (4.8)
either by the three-step algorithm with C = 1 or by IRWLS) arises in the context of maximum likelihood
for the class of generalized (non)linear models; that is, whn the data are assumed to arise from one
of the scaled exponential family distributions. Thus, we se that there is another motivation for the
GLS approach, which we have so far viewed as a \sensible," \omibus" approach to regression models
for mean and variance: if the data are taken to arise exactly fom one of these familiar distributions,
then GLS corresponds to maximum likelihood estimation unde the assumption that the distributional
model and the postulated regression function are exactly avect. If indeed these are correctly speci ed,

then the resulting estimator for ~— is \optimal" in the sense of being maximum likelihood.
This gives a formal justi cation to the GLS approach.

For some of the examples we discussed in Chapter 1, and for gitions like that in the discussion of
overdispersion in the previous section, assuming one of tlse distributional models is an appropriate

representation is suspect.
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2 Thus, a natural question is whether it is possible under thes circumstances, where all we may
be willing to assume is a mean-variance model, to give a more rimal justi cation to GLS, more

formal than just \it seems sensible."

2 A second question is whether under these circumstances themay be another approach that is

\better" in some sense than GLS.

Here, we discuss one way of thinking about the rst questionwe tackle the second question in subsequent

chapters.

QUASILIKELIHOOD: The notion of quasilikelihood may be viewed as a way of justifying the GLS idea

and implementation via IRWLS for models of the form
EQYijxj) = f(xj;7) var(Yjjx;) = g(T X)) (4.13)

Here, the data are only assumed to follow the mean-variance tationship (4.13), but are not neces-
sarily assumed to arise from the scaled exponential family lass. More generally, the two competing

perspectives are as follows:

2 Many familiar inferential procedures are based on an assunte(parametric) distributional model.
Thus, many statisticians feel comfortable when inferences based on a distributional assumption;

e.g. maximum likelihood.

2 However, assuming a distributional form can be restrictive In real applications, it is unlikely that
the process giving rise to the data conforms to all of the feaires dictated by the distribution

exactly.

Quasilikelihood (QL) is an attempt to reconcile these compdéing perspectives by providing a \distribution-
like" justi cation for the GLS approach; i.e. solving a set of equations like (4.8) under a mean-variance

model of the form (4.13).

2 Because QL does not restrict attention to speci ¢ distributions (with speci ¢ mean-variance rela-
tionships), the variance function g2 in (4.13) is allowed to have an arbitrary form, not just that

of the scaled exponential family class.

2 |n particular, g> may be an arbitrary function of the mean f (xj; ), not just one of those in the

scaled exponential family class.
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The QL approach we now discuss is thus applicable in the casehgn the variance function is of
the form
gPFf(X): )ik X G,

so that g2 depends on~ through the mean. However, any functiong? is possible. Note that we
have included a parameteru, which we take as known in the sense we have previously desoéad,

and x; . We will suppress this for brevity in the discussion that follows; however, we have included
these here to emphasize that the variance function may be mer general than those under the
scaled exponential family and to facilitate discussion of anethod related to QL for estimation of

additional parameters in the variance function in Chapter 6.

REMARK: Many people nd the notion of QL to be somewhat \arti cial" an d super®uous, and thus
some nd it confusing. Nevertheless, because of the populdy of GLIMs and related methods in the
mid 1980s and the connection between QL as originally de nednd the scaled exponential family, the
term \quasilikelihood" is now commonplace and in fact has beome synonymous with \IRWLS" and
\GLS" in standard usage. Some references for other accountsf QL are Wedderburn (1974), McCullagh

(1983), and McCullagh and Nelder (1989, Chapter 9).

DEFINITION 4.3 Quasilikelihood function. The idea is to replace the notion of a formal loglikelihood

by a \quasi-likelihood" function “q_ . For a single observation, this is de ned as a function satifying

HE
@=@%L(t1y)= (4.14)
g°(*)
Note that this is reminiscent of the form of the GLS-type estimating equation, except for the derivative

of 1 with respect to ~ appearing in the functional model for the mean.

The QL for an independent sample of sizen is given by
_ X _
Loc( 5Y)= o fH(0 )5 Yig; (4.15)
j=1
where g is (4.14) corresponding to thej th element in the sample and the notation?; () emphasizes

that the mean for j depends on a parameter , as in our model (4.13), so that*; ()= f(xj; ).

Quasilikelihood estimation of  proceeds by maximizing the QL (4.15) in  as if it were a \true"

loglikelihood. That is, one would nd the QL estimator for = by solving

X

@=@%Lf*j(); Yjg@=@
j=1
XY f(xg)
o1 (X5 )g

@=@LqL( ;Y)

f-(x;; )= 0: (4.16)
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The form of (4.16) follows by the chain rule.

RESULT: The maximum QL estimator for  is that one would obtain by solving the \GLS" equation
(4.8), which may of course be carried out via the IRWLS algorthm. That is, (4.16) is exactly the

estimating equation discussed previously.

SO WHAT? A natural question is \why bother to write this down?" What ad vantage is there to de ning
a QL? It seems as if the de nition of QL has been rigged so thattiends up giving the GLS estimating

equation as in (4.16).

2 |If one is willing to make a distributional assumption and write down the corresponding loglikeli-
hood, one can make \likelihood-based" inference for . For example, one may construct likelihood
ratio test statistics for components of ~ for which standard theory provides an approximate A2

sampling distribution. Thus, likelihood inference provides a basis for valid testing procedures.

2 Consequently, the de nition of the QL (4.15) an objective function \like" a loglikelihood o®ers
the possibility that an analogous approach to inference is pssible. That is, it turns out that one
may treat the QL as a \loglikelihood" for the purposes of congructing \QL ratio test statistics"
that may be shown to have, in large samples, similar behavioito usual likelihood ratio tests

(approximate A? sampling distribution). See McCullagh (1983).

2 Thus, placing the GLS approach within this framework, although it may seem arti cial, provides

a basis for test procedures.

A FURTHER CONSIDERATION: Considering the QL also provides insight into why the GLS appoach
does arise from consideration of the scaled exponential fatg class. In particular, consider the scaled

exponential family log likelihood in (4.6),

(¥ y) = fy»i b(»)g=% + o(y; #): (4.17)
2 Note that the rst term depends on  through », while the second term does not.

Recall! = 1(») = b,(») and d=d» j(») = b,(») = g1 (»)g = d=d» L(»); so that, as»(*) is a function
of 1, by the chain rule * (») = d=d» I§») = d=dbf »(* )gd=d» (») = d=d*bf»(*)gg?f* (»)g: Thus, we

may write

dbf »(1)g = &dl; d» = ;dl:
g’ft (»)g g?ft (»)g
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This leads to " Z. 0 . d Z. 0 . d
») = ——du; »= ———du:
i1 g%(u) i1 g%(u)

Substituting these expressions into the rst term of the scded exponential family loglikelihood (4.17),

we may rewrite this term as
. Z. .
y»i b(» _ 1 yi u

7 A R
Recall that this is the \important" part of the loglikelihoo d depending on , so is the part that directly

(4.18)

dictates the form of the estimating equation for .

Now, returning to the quasilikelihood (4.14), note that the de nition implies upon integration that

1

yiou
du:
i1 g%(u)

oty = (4.19)
2 Note from (4.19) that the form of the QL contribution is ident ical to that of the \important" part

of the scaled exponential family loglikelinood in (4.18), nodulo the multiplicative factor 1 =34.

2 The idea is thus that, if the form of g? corresponds to exactly one of those dictated by a scaled
exponential family distribution, QL estimation of ~ is identical to maximum likelihood estimation

of — under the particular scaled exponential family assumption

2 For arbitrary g2, that is, g? that correspond to mean-variance relationship not includedin the
scaled exponential family class, the hope is thatg_ will behave \like" a loglikelihood, as it mimics
the \important" part of a genuine loglikelihood when g2 does correspond to the scaled exponential

family class.

2 |f we are not willing to assume that the data arise exactly fram this class, QL gives the same result
as maximum likelihood in the class nonetheless as long af is the same as one of the covered
mean-variance relationships. Ifg? is not, it gives something in the same spirit that would thus be

hoped to have good properties.

FURTHERMORE: A further manipulation puts the QL in a form that appears most often in the

literature. From the above, we can write the scaled exponenal family loglikelihood contribution as

1

Yi u
i1 g%(u)

where the second term does not depend on. By adding and subtracting a term, we may rewrite this

(i y)= 92 du + c(y; %);

as 7
—aen = g2 ViU Lap. - 32 Y Yiou
Vi y) = Y2 du+ ca(Y:¥); Co(y:¥)= 9

du+ c(y;9): (4.20)
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Note that c, depends only ony and %

The leading term in the expression for (" ; %; y) in (4.20) is the only part of the loglikelihood depending

on , the \important" part. Thus, QL is often de ned instead base d on this representation as

. 2 yiu
1 =342
QL( y) y gZ(U)

as in McCullagh and Nelder (1989, Chapter 9) for arbitrary function g?(*).

du;

EXAMPLE 4.1 Gamma distribution. The gamma density has the form

y2i texp(i y=b
- a>0;, E(Y)= ab; var(Y)= ab:
()R (Y) (Y)
With a=1=3% and b= ¥#!, this becomes
1 H Ty 2 H. y 1 1
(% w TP iy
so that the loglikelihood is
(Ci¥ay)= YR y=ti logt)+ (%% 1)logy i logi( ¥ %)+ ¥ *log¥ % (4.21)

The rst term is the only part depending on ! and hence ; the remaining terms may be collected

together into the term c(y; %).

If we just assume the mean-variance modeE (Y) = * and var(Y) = ¥£% 2, which is the same as that
of the gamma distribution, but we do not assume that the gammadistribution holds, we may calculate

the QL as

. 2 lyiou
1:y)= %2

Comparing (4.21) and (4.22), we see that the \important" parts of the loglikelihood and the QL coincide.

du= % %G yu' ! logu)j, = ¥ (j y=" i log*)+ ¥ *(1i logy): (4.22)

Whether the other terms agree or not (they don't) is not important for estimating =~ by maximizing

either function.

McCullagh and Nelder (1989, p. 326) give a table of QLs for somcommon mean-variance relationships.

They also remark on p. 325 that QL should behave \like a loglilelihood" under mild conditions.

REMARK: This may seem like much ado about nothing. In terms of estimaion of , it probably is.
But it is useful to be aware of the term \QL" and to have an understanding of why it is often used

interchangeably with terms such as \GLS" and \IRWLS."
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(Note that IRWLS is really an algorithm rather than an infere ntial estimating equation approach per
se but the term is often used this way regardless.) In later chaters, we will give another, more formal
justi cation of the GLS estimating equation as a \sensible," all-purpose approach to estimation of — in

general mean-variance models that is perhaps more useful fanderstanding why GLS is so popular.

4.7 Deviance

In the particular context of generalized linear models, thee are many concepts and a great deal of
terminology. A full discussion of these is given in McCulladn and Nelder (1989). Here, we touch brie®y

on one concept, that ofdeviance (see section 2.3 of McCullagh and Nelder, 1989).

One motivation for the statistic known as the devianceis as a measure of goodness of t, similar to
techniques used in \classical" linear regression. Just asnithe case of \classical" linear regression,
consider the model with no structure imposed on the mean response; that is, with no assuption of a

smooth function of covariates. Under this condition, all we are willing to say is that, at each Yj, there

If we assume nothing more about the model, we may think of thisas the \full model" that assumes
nothing about the functional form of the relationship to x;. Of course, as in \classical" linear regression.
if we were to 't this model to the data, assuming no replication at eachj so that there is only one
observation perj, all variation across'Y; is attributed to di®erences among means, and the "t will mat
the data exactly. This is the same phenomenon as if one were td a polynomial of degree nj 1 (with
an intercept, thus n parameters) to n data points in the \classical" case { the "t will interpolate through

all the data.

Of course, such a \full model" is uninformative, because allit does is explain \perfectly" the data.
But, just as we measure goodness of t in \classical" regresen by considering such a full model with
replication at eachj and comparing it to a more parsimonious regression model incscalled \lack-of- t"
tests, the \full model" in the more broad generalized (non)linear model class has been proposed as a

baseline against which to compare a proposed, more parsimarus model with p-dimensional parameter

Assume for simplicity that ¥is known.
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In the \full model," the loglikelihood is, for E(Yjjx;)= *; = b(»),

1%
X ey i by)
7%

Y
L(::Y) + oY %)
=1

With no restriction on 1, there is consequently none omj, so maximization may be carried equivalently

with respect to », j =1;:::;n. Di®erentiation with respect to » yields
Yii bOY) o g :
T—O, J—l,...,n,

with solution % = b 1(Y;) = % (Y;), say. Thus, the \full model" loglikelihood is maximized at these

values and is given by
" #
AT BM, gy
i :

L(Y;Y)= 7

j=1
In order to assess goodness-of- t of a proposed modé&(Y;jx;) = f(xj; ), it is suggested to com-
pare L(Y ; Y) to the loglikelihood under the proposed model. Letting ¥} = f (x; :™), where ™ is the

maximum likelihood estimator under the proposed model, ths loglikelihood is given by

' VAN N #
Xy ()i by (®)g

L(™;Y)= 72 + (Y)Y

j=1

as»= »(1).

The discrepancy between the \full* and \reduced" model loglikelihoods is thus, analogous to a likelihood
ratio,
. . : _ a2 X A LA PR A — 32 Ry
ALY ;Y)i L™ Y)g=2%7 [Yify(Y)i »(®j)gi bi»(Y)g+ bf(®j)gl= % °D(Y;7);
j=1

say. The quantity D (Y ;) is called the deviance

In likelihood theory, the likelihood ratio statistic equal to the twice the di®erence in maximized loglikeli-
hoods for two nested models behaves approximately like A2 distribution with degrees of freedom equal
to the di®erence in dimension of the two models (assuming thesmaller" model is true). Thus, for xed

%%, we might expectD (Y ;) to behave approximately as aAﬁi p random variable and useD (Y ;™) as
a goodness-of- t statistics. However, there are technical sues; for one thing, this approximation may

not hold because the number of parameters in the \full model"increases with the sample size.

One case where it does hold is when the true distribution is nonal with constant variance 3%£. In this

case, it is straightforward to show that

X
D(Y;®) = (Yji W)~
i=1
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This is, of course, the usual residual sum of squares and thesual \discrepancy" measure for \classical"
regression. McCullagh and Nelder (1989, p. 34) provide exgssions for the deviance under other
distributions in the scaled exponential family class. The dviance has the nice property that it is
additive for nested sets of models, so it is in fact used as thbasis for a sort of extension of the usual
analysis of variance for examining the importance of factos in regression models. However, outside the

normal case, there is no formal theory behind this, as above.

Given the relationship between QL and the scaled exponentiafamily, a notion similar to deviance may
be de ned for QL as well. From the de nition of deviance above D(Y ;*) depends on the \important"
part of the scaled exponential loglikelihood. Thus, by anabgy and using calculations in Section 4.6, the

guasi-devianceis de ned as

As with deviance, no formal theory is available.

4.8 Update

As we have seen, the class of generalized (non)linear modedssubsumed in our general mean-variance
models. Because the variance in these models depends on tlegression parameter through the mean
model but contains no new parameters, methods for this class fall into the (2 1) cell of our (2£ 2)

table.

Indeed, for mean-variance models, all inferential approacks we have discussed so far, although they
may arise from di®erent motivations, are of the \GLS" type. The di®erent terminology, e.g. QL or
GLS, refers to the same general set of estimating equation®tbe solved. This may be carried out by

IRWLS or the three-step GLS algorithm. This is summarized in the updated table below.

K known K unknown
g does not depend on | \Weights" known: WLS ?
g depends on GLS, xed C, ?
GLS,C =1, IRWLS, QL
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